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DataPlunger

DataPlunger is a prototype ETL processing toolchain.

The goal is to create a modular code for the purpose of extracting data from multiple backing stores,
performing n-number of transformational processing steps on those records, with the final output being loaded into
a new format.

A workflow, or processing pipeline, is defined via a JSON configuration file containing the following information:


	Connection information to source data for processing.

	Processing steps to be applied to individual records extracted from source.



Source code for this project can be found at: https://github.com/mattmakesmaps/DataPlunger


Configuration

Processing pipelines are described using a JSON configuration file.



	Configuration File
	Example Configuration File

	Parameters












Main Modules

dataplunger.core module - Code for parsing a JSON configuration file, building a processing pipeline,
and executing it.

dataplunger.readers module - Connections to backing datastores (Postgres, CSV, SHP, etc).

dataplunger.processors module - Tools designed to execute a on either a single record, or an aggregate of records.






Indices and tables
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	Module Index
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Configuration File

A processing workflow is outlined using a configuration file. This JSON-encoded file contains the following elements:


Example Configuration File

An example code block is as follows:

{
    "type": "ConfigCollection",
    "configs": [
        {
            "name": "PeopleAndGradesConfig",
            "readers": {
                "Grades": {
                    "type": "ReaderCSV",
                    "path": "/Users/matt/Projects/dataplunger/sample_data/grades.csv",
                    "delimeter": ",",
                    "encoding": "UTF-8"
                },
                "People": {
                    "type": "ReaderCSV",
                    "path": "/Users/matt/Projects/dataplunger/sample_data/people.csv",
                    "delimeter": ",",
                    "encoding": "UTF-8"
                }
            },
            "layers": [
                {
                    "name" : "PeopleAndGradesLayer",
                    "processing_steps": [
                        {"ProcessorGetData": {"reader": "People"}},
                        {"ProcessorCombineData_ValueHash": {"reader": "Grades", "keys": ["name"]}},
                        {"ProcessorSortRecords": {"sort_key": "name"}},
                        {"ProcessorCSVWriter": {"path":"/Users/matt/Projects/dataplunger/sample_output/peopleandgrades_out.csv",
                            "fields": ["name","subject","grade","gender","age"]}}
                    ]
                }
            ]
        }
    ]
}








Parameters


Config Collection

type - Defaults to ConfigCollection. In the future this may be expanded to also include a value of Config.

configs - An array of individual config objects. In the future, if type param has a value of Config ,
this parameter would not be necessary.




Config Object

name - String. The name of the configuration. See PeopleAndGradesConfig in example.

readers - Object. Keys represent names of specific reader instances, values are objects containing configuration
information for that specific reader instance. See readers in example.

layers - Array. Members are objects that represent an individual layer. A layer object contains a name
parameter, as well as a processing_steps array. See layers in example above.




Readers

The readers object is composed of objects whose name represents an individual reader, and whose value is an
object containing configuration information. The example above contains two separate named readers, Grades and
People.

Each reader requires at minimum a populated type attribute. This attribute refers to the name of a Reader class
found in readers.py. These are all subclasses of ReaderBaseClass. In the example above, both readers
Grades and People have a type value of ReaderCSV, but point to different data sources (as seen in
the path attribute). See doc strings within readers.py for additional reader specific configuration parameters.




Layers

layers map a series of user-defined processing steps to be performed against records output by one or more
instances of a Reader class. The layers array in the example above contains a single layer element. Individual
layers within the layers array are processed in the order in which they are defined. In the example, the layer
element has a name of PeopleAndGradesLayer.

processing_steps - An array containing references to objects that represent instances sub-classed from
ProcessorBaseClass. These processing steps are implemented on a per-record level. Each record output from a
given Reader object is run through each Processor in the array, in the order defined by the array.
See dataplunger.processors.rst for available processors and required configuration parameters.
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dataplunger package



aggregate_processors





core


Contains configuration and control code.


A Configuration Object contains the parsed results of a properly formatted JSON config file.
Each config file can contain multiple configurations, combinations of readers and layers.


A Controller instance is passed an instance of a Configuration object, and the name of an
individual configuration within the Configuration object to process.


For each layer within the named configuration, the Controller creates an instance of the
LayerConstructor class.


A LayerConstructor is responsible for executing processing steps for that layer parsed
from the configuration file, generated some type of computed output.



		
class dataplunger.core.Configuration


		This class is responsible the conversion of a JSON-formatted configuration
file into a python object.






		Parameters:		
		path (str) – The full pathway to a JSON-formatted configuration file.


		configs (dict) – Configuration info populated by parsedConfig.














		
__init__()


		Requires full pathway to configuration path.









		
_get_config_data(path)


		Given a file path to a JSON config file, open and
convert to a python object.






		Parameters:		path (str) – full pathway to a JSON-formatted config file.














		
_validate_config(config_data)


		Not implemented.
Validate we have all required attributes.






		Parameters:		config_data (dict) – parsed config info via _get_config_data()














		
parse_config(path)


		Returns self.configs after setting instance attribute.


Given a configuration path, call methods to validate
and parse the file into a useable python object.






		Parameters:		path (str) – full pathway to a JSON-formatted config file.




















		
class dataplunger.core.Controller(config_collection, config_name)


		Given a configuration object and config name, manage the creation of
LayerConstructor instances, one for each layer.






		Parameters:		
		config_collection – Config instance to be passed to the controller.


		config_name – Name of the individual config within a ConfigCollection to be processed.














		
__init__(config_collection, config_name)


		






		
process_layers()


		Create a LayerConstructor for each layer.
Initiate processing calling the LayerConstructor’s serialize() method.















		
class dataplunger.core.LayerConstructor(layer_name, processing_steps, readers)


		A LayerConstructor is composed of a reader and n-number of processors.
It is responsible for building a decorated series of processing instances,
and executing them.






		Parameters:		
		layer_name – layer name extracted from a configuration file.


		processing_steps – processor class references to be applied to a record.


		readers – reader classes references extracted from a config file.














		
__init__(layer_name, processing_steps, readers)


		






		
_build_decorated_classes(initial_processor, processors, BaseClass)


		Construct decorator chain, and begin processing workflow.









		
_get_processor_class(name, base_class)


		Given a string, test if a Processor class exists by that name.









		
serialize()


		Using the reader classes’ context manager, loop through
a reader’s contents using the reader’s __iter__() method.
Output is written (serialized) using the Processor class’s
process() method.















		
exception dataplunger.core.NoProcessorException


		An exception raised when no processors are passed to
the controller.











processors


Processors perform actions on a collection records.



		
class dataplunger.processors.ProcessorBaseClass(processor, **kwargs)


		Abstract Base Class implementing an interface for Processsors.


Methods subclasses must override:



		__init__(): takes an input processor to decorate, and any kwargs.


		_process(): takes an iterable object of records and performs processing actions on them.





Methods subclasses can inherit (not required to override):



		process(): responsible for calling _process(), _log(),
then a decorated class’ process() method.


		_log(): Responsible for executing logging if overridden. Takes
a list of records as input.






		
__init__(processor, **kwargs)


		



		Parameters:		processor – A decorated processor object to be executed.














		
_abc_cache = <_weakrefset.WeakSet object at 0x3157050>


		






		
_abc_negative_cache = <_weakrefset.WeakSet object at 0x31570d0>


		






		
_abc_negative_cache_version = 20


		






		
_abc_registry = <_weakrefset.WeakSet object at 0x314ff90>


		






		
_log(mod_records_iterable)


		Override to perform logging. Executed in process(),
after protected method, _process() returns modified records iterable.






		Parameters:		mod_records_iterable – A list of records to log an action against.














		
_process(records_iterable)


		Returns an iterable object containing records, after having performed
some processing actions on them.


By convention, an iterable will be one of:



		An instance of an iterator within the itertools standard lib.


		A list.









		Parameters:		records_iterable – An iterable object of records to perform an action against.














		
process(records_iterable)


		Call internal _process() method, then pass result to _log(),
ending with a call to the decorated class’ public process() method.






		Parameters:		records_iterable – An iterable object of records to perform an action against.




















		
class dataplunger.processors.ProcessorCSVWriter(processor, path, fields, **kwargs)


		Write records to an output CSV file.


Required Config Parameters:






		Parameters:		
		path (str) – Absolute path for output CSV file.


		fields (list) – A list of field names to output.













Example configuration file entry:


{"ProcessorCSVWriter": {
    "path":"/path/to/out_data.csv",
    "fields": ["Age", "Gender", "Name"]
}}







		
__exit__()


		Close File Handle









		
__init__(processor, path, fields, **kwargs)


		






		
_abc_cache = <_weakrefset.WeakSet object at 0x3157210>


		






		
_abc_negative_cache = <_weakrefset.WeakSet object at 0x3157290>


		






		
_abc_negative_cache_version = 20


		






		
_abc_registry = <_weakrefset.WeakSet object at 0x3157150>


		






		
_log(mod_records_iterable)


		Alert that CSV output is beginning.









		
_process(records_iterable)


		Write inRecords out to a given CSV file









		
_write_row(row)


		












		
class dataplunger.processors.ProcessorChangeCase(processor, case=None, **kwargs)


		Responsible for changing case of values.


Required Config Parameters:






		Parameters:		case (str) – Either “upper” or “lower”.







Example configuration file entry:


{"ProcessorChangeCase": {"case": "upper"}}







		
__init__(processor, case=None, **kwargs)


		






		
_abc_cache = <_weakrefset.WeakSet object at 0x31575d0>


		






		
_abc_negative_cache = <_weakrefset.WeakSet object at 0x3157650>


		






		
_abc_negative_cache_version = 20


		






		
_abc_registry = <_weakrefset.WeakSet object at 0x3157510>


		






		
_change_case(dict_record)


		Perform dictionary comprehension to change case based on user input.









		
_process(records_iterable)


		Return an iterator of records mapped to _change_case















		
class dataplunger.processors.ProcessorCombineData(processor, reader, keys, readers, **kwargs)


		Joins records from an existing Reader+Processors to a new
Reader. Will currently perform an INNER JOIN only.


With the exception of join fields, fields names should be unique
across both datasets.


Required Config Parameters:






		Parameters:		
		reader (str) – name of a given reader.


		keys (list) – list of field names to perform join on.













Example configuration file entry:


{"ProcessorCombineData": {"reader": "People", "keys": ["name"]}},







		
__init__(processor, reader, keys, readers, **kwargs)


		






		
_abc_cache = <_weakrefset.WeakSet object at 0x3157cd0>


		






		
_abc_negative_cache = <_weakrefset.WeakSet object at 0x3157d50>


		






		
_abc_negative_cache_version = 20


		






		
_abc_registry = <_weakrefset.WeakSet object at 0x3157c10>


		






		
_filter_keys(in_record)


		Return True if records have matching self.join_keys values.









		
_merge_records(in_record)


		Return a single dictionary based on the contents of two matching records









		
_process(existing_record_iterable)


		Return an iterator that yields merged records from two readers















		
class dataplunger.processors.ProcessorCombineData_ValueHash(processor, reader, keys, readers, **kwargs)


		Joins records from an existing Reader+Processors to a new Reader.
If a match isn’t found, will default to passing over record.
Performs a LEFT JOIN, dropping those records from the new iterable that
do not match the existing iterable.


Create a lookup dictionary from new iterable using the following schema:
{



(key1valA, key2valB) : [index1, index2, index3],
(key1valA, key2valC) : [index1, index2, index3]



}
Generate tuple of vals for each record in existing iterable and compare.


With the exception of join fields, fields names should be unique
across both datasets.


Required Config Parameters:






		Parameters:		
		reader (str) – name of a given reader.


		keys (list) – list of field names to perform join on.













Example configuration file entry:


{"ProcessorCombineData": {"reader": "People", "keys": ["name"]}},







		
__init__(processor, reader, keys, readers, **kwargs)


		






		
_abc_cache = <_weakrefset.WeakSet object at 0x3157b10>


		






		
_abc_negative_cache = <_weakrefset.WeakSet object at 0x3157b90>


		






		
_abc_negative_cache_version = 20


		






		
_abc_registry = <_weakrefset.WeakSet object at 0x3157a50>


		






		
_create_value_list()


		Populate self.new_reader_valuehash with keys representing values









		
_filter_keys(in_record)


		Return True if records have matching self.join_keys values.









		
_merge_records(in_existing_record)


		






		
_process(existing_record_iterable)


		Return an iterator that yields merged records from two readers















		
class dataplunger.processors.ProcessorCombineData_legacy(processor, reader, keys, readers, **kwargs)


		Joins records from an existing Reader+Processors to a new
Reader. Will currently perform a LEFT JOIN only.


Required Config Parameters:






		Parameters:		
		reader (str) – name of a given reader.


		keys (list) – list of field names to perform join on.













Example configuration file entry:


{"ProcessorCombineData": {"reader": "People", "keys": ["name"]}},







		
__init__(processor, reader, keys, readers, **kwargs)


		






		
_abc_cache = <_weakrefset.WeakSet object at 0x3157950>


		






		
_abc_negative_cache = <_weakrefset.WeakSet object at 0x31579d0>


		






		
_abc_negative_cache_version = 20


		






		
_abc_registry = <_weakrefset.WeakSet object at 0x3157890>


		






		
_merge_record(dict_record)


		return a list of records sharing the same value for keys
listed in self.keys









		
_process(existing_record_iterable)


		Return a generator that yields a the merged records
from two readers















		
class dataplunger.processors.ProcessorDevNull


		ProcessorDevNull serves as the last processor in the chain. It ends the
processing chain by iterating through an iterable, ensuring that the last
decorated iterable is executed.



		
__init__()


		






		
_abc_cache = <_weakrefset.WeakSet object at 0x31573d0>


		






		
_abc_negative_cache = <_weakrefset.WeakSet object at 0x3157450>


		






		
_abc_negative_cache_version = 20


		






		
_abc_registry = <_weakrefset.WeakSet object at 0x3157310>


		






		
_process(records_iterable)


		Iterate through records to ensure that last decorated process is executed.
This is required if last process returns an itertools class, as opposed to a list.









		
process(records_iterable)


		Override to omit call to any additional processors.















		
class dataplunger.processors.ProcessorGetData(processor, reader, readers, **kwargs)


		Responsible for retrieving a generator from a given reader.


Required Config Parameters:






		Parameters:		reader (str) – name of a given reader.







Example configuration file entry:


{"ProcessorGetData": {"reader": "Grades"}},







		
__init__(processor, reader, readers, **kwargs)


		






		
_abc_cache = <_weakrefset.WeakSet object at 0x3157790>


		






		
_abc_negative_cache = <_weakrefset.WeakSet object at 0x3157810>


		






		
_abc_negative_cache_version = 20


		






		
_abc_registry = <_weakrefset.WeakSet object at 0x31576d0>


		






		
_get_reader_class()


		Based on a Config Object’s conn_info type attribute,
generate an appropriate reader.









		
_process(reader_name)


		Return the generator for a given reader.















		
class dataplunger.processors.ProcessorMatchValue(processor, matches=None, action='Keep', **kwargs)


		Keep or discard a record that matches a user-defined field-value pair.
A match will be subjected to the action specified in the “action” param.


Required Config Parameters:






		Parameters:		
		matches (dict) – Field names (keys) and field entries (values).


		action (str) – Either “Keep” or “Discard”. DEFAULTS to “Keep”.













If multiple matches are provided, a hit of any match will trigger the action.


Example configuration file entry:


{"ProcessorMatchValue": {
    "matches":{"SumLevel":140},
    "action":"Keep"
}}







		
__init__(processor, matches=None, action='Keep', **kwargs)


		






		
_abc_cache = <_weakrefset.WeakSet object at 0x3157e90>


		






		
_abc_negative_cache = <_weakrefset.WeakSet object at 0x3157f10>


		






		
_abc_negative_cache_version = 20


		






		
_abc_registry = <_weakrefset.WeakSet object at 0x3157dd0>


		






		
_match_value(in_record)


		Returns True or False. Iterate through our user-provided list of matches.
If we find a match, take action specified by user.









		
_process(records_iterable)


		Return an iterator mapped to _match_value() as a filter.















		
class dataplunger.processors.ProcessorScreenWriter(processor, **kwargs)


		A Processor class that simply prints a record’s key, values.


Required Config Parameters: None


Example configuration file entry:


{"ProcessorScreenWriter": null}







		
__init__(processor, **kwargs)


		






		
_abc_cache = <_weakrefset.WeakSet object at 0x31a0090>


		






		
_abc_negative_cache = <_weakrefset.WeakSet object at 0x31a0110>


		






		
_abc_negative_cache_version = 20


		






		
_abc_registry = <_weakrefset.WeakSet object at 0x3157f90>


		






		
_print_line(dict_record)


		Print a record to screen.









		
_process(records_iterable)


		Return an iterator mapped to _print_line().















		
class dataplunger.processors.ProcessorSortRecords(processor, sort_key, **kwargs)


		Perform ascending sort for a collection of records by a given key.


Required Config Parameters:






		Parameters:		sort_key (str) – Field name (dict key) to sort by.







Example configuration file entry:


"ProcessorSortRecords": {
    "sort_key": "CITY_NAME"
}





		
__init__(processor, sort_key, **kwargs)


		






		
_abc_cache = <_weakrefset.WeakSet object at 0x31a0250>


		






		
_abc_negative_cache = <_weakrefset.WeakSet object at 0x31a02d0>


		






		
_abc_negative_cache_version = 20


		






		
_abc_registry = <_weakrefset.WeakSet object at 0x31a0190>


		






		
_process(records_iterable)


		Return a list of sorted records using the builtin sorted() method.















		
class dataplunger.processors.ProcessorTruncateFields(processor, fields, **kwargs)


		A decorator class which implements a Processor class’ public
interface, the process() method. Designed to truncate a record
to a specific set of fields.


Required Config Parameters:






		Parameters:		fields (list) – field names to keep.







Example configuration file entry:


{"ProcessorTruncateFields": {
        "fields": ["Total", "Male", "Female", "SUMLEVEL", "LOGRECNO"]
}}







		
__init__(processor, fields, **kwargs)


		






		
_abc_cache = <_weakrefset.WeakSet object at 0x31a0410>


		






		
_abc_negative_cache = <_weakrefset.WeakSet object at 0x31a0490>


		






		
_abc_negative_cache_version = 20


		






		
_abc_registry = <_weakrefset.WeakSet object at 0x31a0350>


		






		
_process(records_iterable)


		Return an iterator mapped to _truncate_line().









		
_truncate_line(dict_record)


		Preform dict comprehension to create a dictionary subset to out_fields only.

















readers


Readers are responsible for creating a connection to a backing datasource,
and returning an iterable that yields a single record of data from that datasource.



		
class dataplunger.readers.ReaderBaseClass(**kwargs)


		An abstract base class for a Reader interface.



		
__enter__()


		Setup code called when instantiated via context manager.









		
__exit__(exc_type, exc_val, ext_tb)


		Cleanup code called when instantiated via context manager.









		
__init__(**kwargs)


		Assign parameters extracted from a configuration file
to parameters on the instance.









		
_abc_cache = <_weakrefset.WeakSet object at 0x314fa90>


		






		
_abc_negative_cache = <_weakrefset.WeakSet object at 0x314fb10>


		






		
_abc_negative_cache_version = 20


		






		
_abc_registry = <_weakrefset.WeakSet object at 0x314f9d0>


		












		
class dataplunger.readers.ReaderCSV(path, encoding, delimiter=', ', **kwargs)


		Reader class implementation for CSV files.


Required Config Parameters:






		Parameters:		
		delimiter – Character representing delimiter. Defaults to ‘,’


		path – Attribute containing the actual file path.













Non-Required Config Parameters:






		Parameters:		encoding – The encoding of the file.







Example configuration file entry:


"Grades": {
    "type": "ReaderCSV",
    "path": "/Users/matt/Projects/dataplunger/sample_data/grades.csv",
    "delimiter": ",",
    "encoding": "UTF-8"
},





		
__enter__()


		Return Self When Called As Context Manager









		
__exit__(exc_type, exc_val, exc_tb)


		Execute __del__() when called using a context manager.









		
__init__(path, encoding, delimiter=', ', **kwargs)


		



		Parameters:		
		conn_info – the connection information (pathway) for a given file.


		delimiter – extracted from conn_info, defaults to ‘,’


		_file_handler – set in __enter__(), a read only pointer to the CSV.


		_dict_reader – an instance of csv.dict_reader()




















		
_abc_cache = <_weakrefset.WeakSet object at 0x314fc90>


		






		
_abc_negative_cache = <_weakrefset.WeakSet object at 0x314fd10>


		






		
_abc_negative_cache_version = 20


		






		
_abc_registry = <_weakrefset.WeakSet object at 0x314fbd0>


		












		
class dataplunger.readers.ReaderCensus(encoding, fields, path, sequence, starting_position, delimiter=', ', **kwargs)


		Reader class implementation for Census ACS Summary Files.


Required Config Parameters:






		Parameters:		
		conn_info – contains path and sequence attributes (see below).


		conn_info.path – contains a pathway to an ACS formatted directory of estimate and geography tables.


		conn_info.sequence – Sequence No. From, ‘Sequence_Number_and_Table_Number_Lookup.xls’


		conn_info.starting_position – Starting Position for table of int. From, ‘Sequence_Number_and_Table_Number_Lookup.xls’


		conn_info.fields – an array of field names with line numbers. From, ‘Sequence_Number_and_Table_Number_Lookup.xls’













Example configuration file entry:


{
"name": "Sex By Age",
"conn_info": {
    "type": "ReaderCensus",
    "path": "/path/to/folder/of/EstimatesAndGeographyTables",
    "delimiter": ",",
    "encoding": "UTF-8",
    "fields": {
        "Total": 1,
        "Male": 2,
        "Female": 17
    },
    "sequence": 2,
    "starting_position": 87
}





		
__enter__()


		Return Self When Called As Context Manager









		
__exit__(exc_type, exc_val, exc_tb)


		Execute __del__() when called using a context manager.









		
__init__(encoding, fields, path, sequence, starting_position, delimiter=', ', **kwargs)


		



		Parameters:		
		delimiter – extracted from conn_info, defaults to ‘,’.


		encoding – file type encoding.


		fields – dict of field names and line number indexes.


		path – location of directory of census data.


		sequence – sequence number for table of interest.


		starting_position – starting position for table of interest.


		_estimate_reader – csv.reader instance parsing estimate tables.


		_estimate_handler – file handler for estimate file.


		_estimate_path – path to estimate file, generated based on user provided path and sequence value.


		_geography_path – path to geography file, generated based on user provided path.


		_geography_records – populated by parsing a geography file.
a dictionary populated with keys representing LOGRECNO values
for a given row, and values representing the first six fields
of that row.




















		
_abc_cache = <_weakrefset.WeakSet object at 0x314fe90>


		






		
_abc_negative_cache = <_weakrefset.WeakSet object at 0x314ff10>


		






		
_abc_negative_cache_version = 20


		






		
_abc_registry = <_weakrefset.WeakSet object at 0x314fdd0>


		






		
_build_estimate_reader()


		Create a CSV reader using the estimate file.
Reformat starting_position and individual field indexes
for use in list lookup.









		
_build_logrecno_dict()


		Create a dictionary of LOGRECNO values with associated attributes.
Will be used as a lookup during iteration of estimate table.









		
_get_paths()


		Build paths for the geography and estimate files.
Geography files begin a ‘g’ and have a CSV extension.
Estimate files are based on the sequence number.









		
_setup()
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       Contains configuration and control code.
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       Processors perform changes on an entire set of records.
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       Readers connect to data and return individual records.
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